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Abstract Title: GENERATING HDR PANORAMAS FROM LDR FOV IMAGES USING ARTIFICIAL INTELLIGENCE

(57) Generating a High Dynamic Range (HDR) panoramic image, comprising: accessing a field of view (FoV) image 302
that has a field of view less than 360 degrees and has Low Dynamic Range (LDR) values; generating a lighting
image 304 based on lighting parameters 312 estimated from a scene depicted in the FoV image 302; aggregating
320 lighting features generated from the lighting image 304 and image features generated from the FoV image 302
to generate aggregated features; generating a panoramic image 308 having HDR values based upon the image
features and aggregated features. This may involve machine learning, such as Generative Adversarial Network
(GAN) model, being applied to the image features and the aggregated features to generate a panorama image
having LDR values, and then combining this with the lighting image 304 to generate HDR values. This may involve
generating a set of features from a random noise signal, using a mapping module 316, which then may also be
aggregated. Light parameters may be updated by user input.
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ARTIFICIAL INTELLIGENCE TECHNIQUES FOR EXTRAPOLATING HDR PANORAMAS
FROM LDR LOW FOV IMAGES

Cross-Reference to Related Applications

[0001] This application claims priority to U.S. Provisional Application No. 63/416,915, entitled
“Artificial Intelligence Techniques for Extrapolating HDR Panoramas from LDR Low FOV Images,” filed
on October 17, 2022, and to U.S. Provisional Application No. 63/456,219, entitled “Artificial Intelligence
Techniques for Extrapolating HDR Panoramas from LDR Low FOV Images,” filed on March 31, 2023,
which are hereby incorporated in their entireties by this reference.

Technical Field

[0002] The present disclosure relates generally to artificial intelligence. More specifically, but not by
way of limitation, this disclosure relates to employing artificial intelligence techniques for generating 360-

degree high dynamic range (HDR) panoramas from low dynamic range (LDR) narrow field of view (FOV)

images.
Background
[0003] Visually pleasing virtual object insertion in a real photo is a complex but critical component of

3D composition and augmented reality. It is especially challenging when inserting shiny or mirror objects
that should reveal the whole environment around the camera. However, the input background photograph
typically provides 10% or less of the environment information. Therefore, algorithms are necessary to
hallucinate an entire lighting environment from a given image.
Summary

[0004] Certain embodiments involve employing artificial intelligence techniques for generating 360-
degree high dynamic range (HDR) panoramas from low dynamic range (LDR) narrow field of view (FOV)
images. In one example, a computing system accesses a field of view (FOV) image that has a field of view
less than 360 degrees and has low dynamic range (LDR) values. The computing system estimates lighting
parameters from a scene depicted in the FOV image and generates a lighting image based on the lighting
parameters. The computing system further generates lighting features generated the lighting image and
image features generated from the FOV image. These features are aggregated into aggregated features and
a machine learning model is applied to the image features and the aggregated features to generate a

panorama image having high dynamic range (HDR) values.

Brief Description of the Drawings

[0005] Features, embodiments, and advantages of the present disclosure are better understood when

the following Detailed Description is read with reference to the accompanying drawings.



[0006] FIG. 1 depicts an example of a computing environment for generating 360-degree high
dynamic range (HDR) panoramas from narrow field of view (FOV) images, according to certain
embodiments of the present disclosure.

[0007] FIG. 2 shows an example of a block diagram of the high dynamic range (HDR) panorama
model for generating 360-degree HDR panoramas from narrow field of view (FOV) images using editable
lighting co-modulation method, according to certain aspects of the present disclosure.

[0008] FIG. 3 an example of a block diagram of the high dynamic range (HDR) panorama model for
generating 360-degree HDR panoramas from narrow field of view (FOV) images, according to certain
aspects of the present disclosure.

[0009] FIG. 3A shows another example of a block diagram of the high dynamic range (HDR)
panorama model for generating 360-degree HDR panoramas from narrow field of view (FOV) images,
according to certain aspects of the present disclosure.

[0010] FIG. 4 shows an example process for generating 360-degree high dynamic range (HDR)
panoramas from narrow field of view (FOV) images, according to certain aspects of the present disclosure.
[0011] FIG. 5 depicts an example of an input low dynamic range (LDR) narrow FOV image and the
generated HDR panorama image as well as a composed image generated by inserting an object into the
FOV image, according to certain aspects of the present disclosure.

[0012] FIG. 6 depicts additional examples of the rendered composed images using the technique
disclosed herein.

[0013] FIG. 7 depicts examples of results of applying a learning-based inverse tone mapping network
on a dataset, according to certain aspects of the present disclosure.

[0014] FIG. 8 depicts an example of a computing system that executes an image manipulation

application for performing certain aspects of the present disclosure.

Detailed Description

[0015] The present disclosure involves employing artificial intelligence techniques for generating 360-
degree high dynamic range (HDR) panoramas from low dynamic range (LDR) narrow field of view (FOV)
images. As discussed above, in order to insert a visually pleasing virtual object in a real photo, an entire
lighting environment from a given image needs to be hallucinated. However, this 1s an ill-posed problem
because much information about the scene is lost during the capturing process. Therefore, an infinite set of
environment maps could be predicted for an input image, making the task difficult.

[0016] Attempts to address this problem include careful estimation of the light source parameters such
as intensity. However, the predicted environment maps are generally blurry and lack enough information
to realistically render shiny objects. Generative models are also used to predict the whole environment
maps. But these models work in the 8-bits SRGB space, which is very limiting to estimate and cannot
accurately represent the whole range of light in a scene. This results in low-contrast renderings with

shadows that are very dim. Therefore, a new method is needed to predict environment maps that are detailed
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and realistic while predicting accurate intensities for light sources. In addition, it is useful to provide some
degree of control for the users over the estimated lighting because there is often more than one plausible
solution for realistic lighting and users require artistic control over the specific light settings.

[0017] Certain aspects and features of the present disclosure can address one or more issues identified
above. For example, a data-driven approach for high dynamic range field of view extrapolation can be
utilized. This approach generates a high-resolution HDR panorama coherent with an input perspective
image. For example, to create photorealistic images, an HDR panorama image simulating a spherical
environment surrounding 3D objects can be generated based on an LDR narrow FOV image and the lighting
parameters estimated from the FOV image. The rendered image can be generated by simulating a camera
capturing an image of the 3D objects placed in the spherical environment depicted by the HDR panorama
image.

[0018] The following non-limiting example is provided to introduce certain embodiments. In this
example, a computing system accesses a field of view (FOV) image that has low dynamic range (LDR)
values. The FOV image has a field of view less than 360 degrees. The computing system estimates lighting
parameters from a scene depicted in the FOV image. For example, the lighting parameters can be estimated
from the input FOV image using machine learning techniques such as neural networks and based on
whether the input FOV image contains an indoor scene or an outdoor scene. If the input FOV image is an
indoor image, an indoor lighting estimation technique is used to estimate the lighting parameters of the
imput FOV image; if the input FOV image is an outdoor image, an outdoor lighting estimation technique 1s
used to estimate the lighting parameters of the input FOV image. Examples of the estimated lighting
parameters can include the position(s) of the light source(s), the elevation(s) of the light source(s), the
radius(es) of the light source(s), the intensities of the light source(s), and so on. Based on the lighting
parameters, the computing system generates a lighting image, which may be a spherical Gaussian image.
[0019] To allow a user to control the generated HDR panorama image, the estimated lighting
parameters are displayed in a user interface to allow the user to adjust the lighting parameters to generate
the HDR panorama image in different lighting environments. The lighting parameters can be modified by
a user and the lighting image is updated based on the modified lighting parameters. In another example,
the lighting parameters are specified based on a user input and the lighting image is generated based on the
user-specified lighting parameters. The computing system further generates lighting features from the
lighting image, such as by using a lighting encoder. In some examples, the lighting encoder can be a series
of convolutional neural networks configured to accept the lighting image as input and output the lighting
features. In some implementations, the lighting image is processed before being provided to the lighting
encoder, such as through tone mapping to conform the dynamic range of the lighting image to the dynamic
range of a regular image.

[0020] In addition to the lighting features, the computing system can further generate image features
from the FOV image, such as using an image encoder. These generated features are aggregated into

aggregated features, such as through an affine transformation. In some examples, a machine leaming model
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is applied to the image features and the aggregated features to generate a panorama image having high
dynamic range (HDR) values. For instance, an HDR-synthesis model, which can be a genecrative
adversarial network (GAN) model including a generator and one or more discriminators, can accept the
image features as input and use the aggregated features as side channel information to generate the HDR
panorama image. In other examples, a standard synthesis model (e.g., an LDR-synthesis model) is used
and the lighting image is added to the output of the machine learning model to generate the HDR panorama
image.

[0021] The generated HDR panorama image can be used to generate photorealistic composed images
by inserting 3D objects in the HDR panorama image. Other user inputs, such as the capturing angle, the
field of view of the simulated camera, the brightness, color, contrast of the image and so on, can be accepted
during the rendering process. The rendered image is then sent to a display device for display.

[0022] As described herein, certain embodiments provide improvements to image processing and
artificial intelligence by generating 360-degree high dynamic range (HDR) panoramas from low dynamic
range (LDR) narrow field of view (FOV) images. In this way, the environment maps predicted by the
machine learning model are detailed and realistic with accurately predicted intensities for light sources. 3D
objects can be inserted into the HDR panorama image and photorealistic composed images can be rendered.
Compared with existing approaches, the rendered images based on the present techniques look more
realistic especially in terms of the lighting, color, and shadows. Further, the technique described herein
further allows the users to control over the estimated lighting to achicve various light scttings.

[0023] Referring now to the drawings, FIG. 1 depicts an example of a computing environment 100
for using an image manipulation application 102 to perform image manipulation based on a user input 112.
The computing environment 100 includes one or more processing devices that execute an image
manipulation application 102, an iput device 104 for providing commands to the image manipulation
application 102, and a display device 132 for displaying a user interface for receiving commands from the
input device 104 (such as lighting parameter adjustments) and for displaying a rendered image 118
generated by the image manipulation application 102 based on the commands.

[0024] The image manipulation application 102 includes an image rendering engine 116 for
generating rendered images based on the user input 112 and for providing the rendered image 118 to the
display device 132 for display. The image manipulation application 102 further includes an HDR panorama
generation engine 114 for gencrating a HDR panorama image 110 based on an input low dynamic range
(LDR) narrow FOV image 106 (also referred to herein as “FOV image 106”) which may also be referred
to herein as a “background image 106.” The FOV image has a field of view less than 360 degrees. The
HDR panorama generation engine 114 trains and applies an HDR panorama model 108 to generate an HDR
panorama image from the FOV image 106. Training of the HDR panorama model 108 is performed based
on a set of training FOV images 123 and corresponding training HDR panorama images 124. The training
HDR panorama images 124 can include 360-degree spherical environment images or any image showing

a wide-angle view or representation of a physical space depicted by the respective training FOV images
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123. Detailed examples of generating the training HDR panorama images 124 and training the HDR
panorama model 108 are described herein with respect to FIGS. 2-5.

[0025] The HDR panorama image 110 created by the HDR panorama generation engine 114 is utilized
by the image rendering engine 116 to perform various image manipulations based on the user input 112
and to generate the rendered image 118. For example, the image manipulation application 102 provides
functions that allow a user to combine a 2D FOV image 106 with 3D objects 122 to generate a composed
image showing the 3D objects 122 positioned in an environment illustrated in the FOV image. The FOV
mmage 106 can be provided by a user in the user input 112, such as via a user selecting the FOV image 106
from a local storage device or a network storage device. Alternatively, or additionally, the image
manipulation application 102 allows the user to select the FOV image 106 from an image datastore 120
accessible to the image manipulation application 102. Similarly, the user of the image manipulation
application 102 can provide the 3D objects 122 to the image manipulation application 102 or select the 3D
objects 122 from the image datastore 120 or other object datastore provided by the image manipulation
application 102.

[0026] To create photorealistic images, the image manipulation application 102 utilizes the HDR
panorama generation engine 114 to generate an HDR panorama image 110 simulating a spherical
environment surrounding the 3D objects 122 based on the LDR narrow FOV image 106. The image
rendering engine 116 generates the rendered image 118 by simulating a camera capturing an image of the
3D objects 122 placed in the spherical environment depicted by the HDR panorama image 110. The image
rendering engine 116 can also accept user input 112 during the rendering process, for example, to adjust
parameters such as the capturing angle, the field of view of the simulated camera, the brightness, color,
contrast of the image and so on. The rendered image 118 is then sent to the display device 132 for display.
[0027] As will be discussed below in detail, the HDR panorama model 108 also estimates the lighting
parameters of the input FOV image 106. The estimated lighting parameters 119 are displayed in a user
interface to allow the user to adjust the lighting parameters to generate the HDR panorama image 110 in
different lighting environments. The lighting parameter adjustment 107 is then input back to the HDR
panorama model 108 for use in the generation of the HDR panorama image 110. In another example, the
lighting parameters are specified through a user input and the HDR panorama image 110 is generated based
on the user-specified lighting parameters.

[0028] While in FIG. 1, the HDR panorama gencration engine 114 is described as being used to train
the HDR panorama model 108, the training can be performed in another component of the image
manipulation application 102 or by another computing system other than the computing system in
environment 100. After the training, the trained HDR panorama model 108 is loaded into the HDR
panorama generation engine 114 for use in the generation of the HDR panorama image 110. Likewise, the
training FOV images 123 and training HDR panorama images 124 can be stored in another storage device
other than the image datastore 120 that is accessible by the component or system configured to train the

HDR panorama model 108.



[0029] The HDR lighting estimation can be framed as out-painting in a latitude-longitude (or
equirectangular) panoramic representation. The input image I can be wrapped to a 360° panorama X €
R¥WY3 where H and W are the panorama height and width respectively, according to a pinhole camera
model (with common assumptions: the principal point is the image center, negligible skew, unit pixel aspect
ratio). The camera parameters such as field of view and camera ¢levation and roll are known. In some
examples, W=2H; in other examples, W=H. W and H may have other relationships as well.

[0030] FIG. 2 shows an example of a block diagram of the HDR panorama model 108 for generating
360-degree high dynamic range (HDR) panoramas from narrow field of view (FOV) images using editable
lighting co-modulation method, according to one example of the present disclosure. The editable light co-
modulation method first estimates an HDR light map E from the warped image X through a light predictor
L. The light map is converted to a parametric model p and can optionally be edited by a user to obtain p,

before being re-rendered to an image E, and injected in the style co-modulation mechanism via a light

encoder &;.

[0031] A light prediction network L produces an HDR light environment map £ € RExW=3 from the input
partially-observed panorama X. In some examples, the light map (which is a light estimation panorama) is then
converted to a parametric lighting form p = f — 1(E), which can, optionally, be edited by a user to obtain p,. It is
then rendered back to a panorama £, = f($,) € R?*"*3 before being fed to a light encoder E.. Alternatively, or
additionally, the light map is fed into the light encoder E,; directly without converting to the parametric lighting form

and rendering back to the panorama. The output of the light encoder E, is concatenated to the other vectors produced
by the image encoder ¢; and mapper M before being given to the affine transform A. This modulates the style injection

mechanism of th generator with information from the input image, the random style, and the lighting information,

hence the entire style co-modulation process becomes
w' =A(ei(X),M(z), el(ﬁe)). (1)

where z ~ N (0, I) is a random noise vector, and w is the style vector modulating the generator G. The
output of & (X) is also provided as the input tensor to G. The (edited) light map £, is also composited with
Y’ to produce the final result Y.
[0032] The dominant light sources in a scene can be modeled as isotropic spherical gaussians. Given
a set of K spherical gaussians, light intensity L(w) along (unit) direction vector @ € S, is given by

L(w) = fsg(@; fer §k, o3k=1) = Bko1 o G (@3 8k, 00) @
where G(w; &, o) =exp (— é (1 —w- &)). Here, K denotes the number of individual light sources, ¢, the

RGB intensity of each light source. &, € S? and o;, € R control the direction and bandwidth of each light
source, respectively. Each light source is represented by 3 parameters p = {cy, &, 0, }. This compact,
parametric form of spherical gaussians makes them suitable for editing: users can understand and modify
their parameters. After editing, the spherical gaussians are rendered to an image format f = fi (E,) using
eq. (2) before being given to the light encoder g;. A light predictor network L is trained to predict the light

sources in an image format.



[0033] To obtain the parameters p from both the predicted light map E and real panoramas E, the
following procedure is employed. The HDR values on which their connected components are computed are
thresholded. The gaussians position ¢;, and intensity are initialized at the center of mass and the maximum
intensity of each connected component, respectively. Gaussian bandwidths are initialized with a fixed o.
For example, o can take the value of 0.45. Other values of 6 may be used. We obtain the light parameters
p by optimizing the L2 reconstruction error over every pixel of the panorama Q as

p = argmin, Yueahllfse(@;p) — E(@)I13 + Leg () 3)
where 4; acts as a loss scaling factor and l,..4(p) 1s a regularizing term stabilizing the optimization over
light vector length, intensity, bandwidth, and color. Non-maximal suppression is used to fuse overlapping
lights during the optimization.
[0034] FIG. 3 shows another example of a block diagram of the HDR panorama model 108 for
generating 360-degree high dynamic range (HDR) panoramas from narrow field of view (FOV) images,
according to one example of the present disclosure. In this example, the HDR panorama model 108 accepts
an FOV image 302 as input and outputs an HDR panorama image 308. The FOV image 302 has a limited
field of view and has low dynamic range (LDR) values. The HDR panorama image 308 has a 360-degree
field of view and has HDR values. The HDR panorama model 108 includes a lighting estimation module
312 configured for estimating the lighting parameters of the input FOV image 302.
[0035] The lighting estimation module 312 estimates the lighting parameters from the input FOV
image 302 using machine learing techniques such as neural networks. To do so, the lighting estimation
module 312 analyzes the content of the input FOV image 302 and determines whether the input FOV image
302 contains an indoor scene or an outdoor scene. If the input FOV image 302 is an indoor image, the
lighting estimation module 312 uses an indoor lighting estimation technique to estimate the lighting
parameters of the input FOV image 302. For example, a source-specific-lighting-estimation-neural network
can be used to generate three-dimensional ("3D") lighting parameters specific to a light source illuminating
the input FOV image. To generate such source-specific-lighting parameters, for instance, a compact source-
specific-lighting-estimation-neural network can be used which include both common network layers and
network layers specific to different lighting parameters. Such a source-specific-lighting-estimation-neural
network can be trained to accurately estimate spatially varying lighting in a digital image based on
comparisons of predicted environment maps from a differentiable-projection layer with ground-truth-
environment maps.
[0036] If the input FOV image 302 is an outdoor image, the lighting estimation module 312 uses an
outdoor lighting estimation technique to estimate the lighting parameters of the input FOV image 302. For
example, the FOV image can be analyzed to estimate a set of high-dynamic range lighting conditions
associated with the FOV image. Additionally, a convolutional neural network can be trained to extrapolate
lighting conditions from a digital image. The low-dynamic range information can be augmented from the

FOV image by using a sky model algorithm to predict high-dynamic range lighting conditions. Examples



of the estimated lighting parameters can include the position(s) of the light source(s), the elevation(s) of the
light source(s), the radius(es) of the light source(s), the intensities of the light source(s), and so on.

[0037] With the estimated lighting parameters, a lighting image 304 such as a spherical gaussian image
is generated. In some examples, the lighting image 304 is a spherical image captured from a simulated
scene lighted with the estimated light source(s) configured with the estimated lighting parameters.
Alternative or in addition to the spherical gaussians, other lighting representation can also be generated as
the lighting image, such as spherical harmonics. In addition, the estimated lighting parameters can be
presented in a user interface for display to a user. The user interface also allows the user to adjust the
parameters individually to achieve a desired lighting effect. The lighting image 304 is also updated as the
user adjusts the lighting parameters 306 through the user interface. In another example, the lighting
parameters are specified based on a user input rather than being estimated from the FOV image and the
lighting image 304 is generated based on the user-specified lighting parameters.

[0038] The HDR panorama model 108 further includes an image encoder 314 configured for
generating features or embeddings or other implicit representations of the input FOV image 302. In some
examples, the image encoder 314 is series of convolutional neural networks. The image encoder 314
outputs a feature vector representing the input FOV image 302. The HDR panorama model 108 also
includes a mapping module 316 configured to take a random noise signal Z as input (e.g., Gaussian random
noise with zero mean and unit variance) and map Z to a larger and more complex space in which data points
are represented with vectors having the same dimension as the feature vector of the input FOV image 302.
By using the mapping module 316, the entropy of the model can be increased to add more high-frequency
details which helps with increasing the visual quality of the details in the output HDR panorama image 308.
[0039] To allow for user control of the generated HDR panorama image 308, the HDR panorama
model 108 further utilizes a lighting encoder 318 to generate a feature vector from the lighting image 304.
In some examples, the lighting encoder 318 can be configured to have a similar structure as the image
encoder 314 but using the lighting image 304 as input. In order for the lighting encoder 318 to accept the
lighting image 304 as input, the lighting image 304 is processed before being provided to the lighting
encoder 318. For example, the lighting image 304 can be processed, such as through tone mapping, to
conform the dynamic range of the lighting image 304 to the dynamic range of a regular image. For example,
the tone mapping can use the gamma correction to fix the dynamic range of the lighting image 304. The
gamma value of the gamma correction can be set to, for example, 1/2.2, or another value that is lower than
1 and higher than 0.

[0040] The generated three types of feature vectors are then combined using an aggregator 320. In
some examples, the aggregator 320 uses an affine transformation to combine the features vectors from the
image encoder 314, the mapping module 316, and the lighting encoder 318 into a single feature vector to
be used by the HDR-synthesis model 322. The parameters of the affine transformation can be adjusted
during the training of the HDR panorama model 108. Note that feature vectors are used merely as an

example of the output of the image encoder 314, the mapping module 316, and the lighting encoder 318,
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and should not be construed as limiting. Other data structures can be used to represent the features or
embeddings generated by these modules, such as data arrays or matrices.

[0041] The data generated by the modules or models in the HDR panorama model 108 discussed above
are then provided to the HDR-synthesis model 322 to generate the final output of the HDR panorama image
308. In some examples, the HDR-Synthesis model is a generative adversarial network (GAN) model that
includes a generator and one or more discriminators. The output of the image encoder 314 is used as the
input to the HDR-synthesis model 322 and the combined features generated by the aggregator 320 are used
as side channel information to facilitate the process of generating the HDR panorama image 308. In some
examples, the HDR-synthesis model 322 is a GAN synthesis network such as StyleGAN 2. There are two
discriminators: one is used to ensure the texture in the HDR panorama image 308 is realistic and the other
one is to ensure the lighting information (such as intensity and color) is realistic. Both of these
discriminators have the same architecture, and both discriminators are trained using an adversarial loss.
The main difference between these two discriminators are their inputs. The output of the generator is split
on their dynamic range using two different thresholds, one for texture and the other for HDR values.
[0042] FIG. 3A shows another example of a block diagram of the HDR panorama model 108 for
generating 360-degree high dynamic range (HDR) panoramas from narrow field of view (FOV) images,
according to one example of the present disclosure. In this example, in addition to the blocks described
above with respect to FIG. 3, the lighting image 304 is added to the output of the HDR-synthesis model
322. In this way, the HDR-synthesis model 322 can be a standard synthesis model (e.g., LDR-Synthesis)
which makes the method more stable during training, while preserving the editability discussed above.
[0043] FIG. 4 shows an example process 400 for generating 360-degree high dynamic range (HDR) panoramas
from narrow field of view (FOV) images, according to one example of the present disclosure. One or more computing
devices (e.g., the computing devices in the computing environment 100 in FIG. 1) implement operations depicted in
FIG. 4 by executing suitable program code (e.g., the image manipulation application 102 in FIG. 1). For illustrative

purposes, the process 400 is described with reference to certain examples depicted in the figures. Other

implementations, however, are possible.

[0044] At block 402, the process 400 involves accessing a narrow field of view (FOV) image. The
FOV image can be the LDR narrow FOV image 106 described above with respect to FIG. 1 and the narrow
FOV image 302 described above with respect to FIGS. 3 and 3A. The FOV image can depict any scene
that can serve as a background image for inserting a 3D object to generate photorealistic rendered images.
[0045] At block 404, the process 400 involves generating a lighting image based on lighting
parameters estimated from the narrow FOV image. In some examples, the lighting image is the lighting
image discussed above with respect to FIG. 1 which can be a spherical image captured from a simulated
scene lighted with the estimated light source(s) configured with the estimated lighting parameters. In
alternative or additional examples, other lighting representation can also be generated as the lighting image,
such as spherical harmonics. In further examples, the estimated lighting parameters can be presented in a

user interface for display to a user. The user interface also allows the user to adjust the parameters
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individually to achieve a desired lighting effect. In those examples, the lighting image is also updated as
the user adjusts the lighting parameters through the user interface.

[0046] At block 406, the process 400 involves aggregating lighting features generated from the
lighting image and image features generated from the narrow FOV image to generate aggregated features.
As discussed above with respect to FIGS. 1-3A, an image encoder 314 can be employed to generate features
or embeddings or other implicit representations of the input FOV image, collectively referred to as “image
features.” A feature vector from the lighting image can be generated by utilizing, for example, a lighting
encoder 318 to allow for user control of the generated HDR panorama image. The lighting image may be
processed before being provided to the lighting encoder such as through tone mapping, to conform the
dynamic range of the lighting image to the dynamic range of a regular image.

[0047] The generated feature vectors are then combined to generate aggregated features, for example,
using an aggregator 320. In some examples, the combination is through an affine transformation of the
image features and the lighting features into a single feature vector. The parameters of the affine
transformation can be adjusted during the training of the machine learning model used to generate the HDR
panorama image (e.g., the HDR panorama model 108). In some examples, the aggregation further includes
a vector generated by a mapping module 316 by mapping a random noise signal Z (¢.g., Gaussian random
noise with zero mean and unit variance) to a larger and more complex space in which data points are
represented with vectors having the same dimension as the feature vector of the input FOV image. In these
examples, the affine transformation can be applied to all three types of features to generate the aggregated
features. Functions included in block 406 can be used to implement a step for generating aggregated features
based on the lighting image.

[0048] At block 408, the process 400 involves applying a machine learning model to the image features
and aggregated features to generate an HDR panorama image. The machine leaming model can be the
HDR-synthesis model 322 discussed above with respect to FIGS. 3 and 3A. In some examples, the machine
leaming model is a generative adversarial network (GAN) model that includes a generator and one or more
discriminators. The image features can be provided as the input to the machine learning model and the
aggregated features can be used as side channel information to facilitate the process of generating the HDR
panorama image. In some examples, the lighting image can be combined with the output of the machine
leaming model to obtain the final HDR panorama image. At block 410, the process 400 involves outputting
the HDR panorama image. Functions included in block 408 can be used to implement a step for generating
a panorama image having high dynamic range (HDR) values based on image features generated from the
FOV image and the aggregated features.

[0049] As discussed above with respect to FIG. 1, in some applications, the HDR panorama image is
utilized to generate photorealistic composed images by inserting 3D objects in the HDR panorama image
308. For example, the system can simulate a camera capturing an image of 3D objects placed in the
spherical environment depicted by the HDR panorama image 308. FIG. 5 shows an example of the input

LDR narrow FOV image 502 and the generated HDR panorama image 508 as well as a composed image
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504 generated by inserting an object 506 into the FOV image 502. In the example shown in FIG. 5, a shiny
metal robot object is composited into the FOV image 502 depicting an outdoor scene with night lights. The
image shows plausible reflection of lights on the surface of the robot model because of the high dynamic
range of the HDR panorama image 308 and the accurate estimation of lighting sources and lighting
parameters generated using the mechanism described herein.

[0050] FIG. 6 shows more examples of the rendered composed images using the technique disclosed
herein. In FIG. 6, a ball and a flat surface are inserted into each of the four background images shown in
the respective rows. The left column of FIG. 6 shows the rendered images generated an LDR image and
the right column shows the rendered images using the corresponding HDR version of the image. As can
be seen from FIG. 6, the rendered images in the right column look more realistic especially in terms of the
lighting, color, and shadows. As such, extrapolating the HDR information for an LDR image used for
rendering can increase the visual quality of the rendered images.

[0051] As discussed above, the training LDR narrow FOV images 123 and corresponding training
HDR panorama images 124 are used to train the HDR panorama model 108. However, acquiring a HDR
dataset is very time-consuming and computationally intensive, and existing available datasets contain very
limited number of images (at most 2K panoramas). To address this issue, an approach to increase the
number of high dynamic range panoramas is proposed. In this approach, learning-based inverse tone
mapping methods (also called LDR2HDR methods) are used to uplift an existing low dynamic range
datascts to high dynamic range. For instance, a luminance attentive network (LANet) can be used as an
LDR2HDR method to construct an HDR image from a single LDR image. The LANet is a multitask
network with two streams, named luminance attention stream and HDR reconstruction stream. The
luminance attention stream is designed for network to learn to obtain a spatial weighted attention map about
the luminance distribution. This design exploits estimated luminance segmentation as an auxiliary task to
supervise the attention weights, and a luminance attention module is used to guide the reconstruction
process paying more attention to those under-/over-exposed areas where the main error between LDR
images and HDR images occurs.

[0052] The LDR2HDR network is applied on a dataset of low dynamic range panoramas. Although
the panoramas in the dataset have low dynamic range (e.g., 8 bits unsigned integers or any saturated data),
the dataset is selected to include panoramas ranging from different locations all around the world (e.g.,
250K panoramas). FIG. 7 shows examples of the results of the LDR2HDR network on the dataset. The
first column is the input to the LDR2HDR network. The columns two to four are the output of LDR2HDR
network in different exposures.

[0053] The training FOV images 123 can be generated by cropping the panorama images that are input
to the LDR2HDR network to limit the field of view of the images. In some examples, the cropping is
performed by converting the latitude-longitude to 3D world coordinates and then project them into a plane
using pinhole camera model. The generated FOV images and the panorama images output by the

LDR2HDR network can be used to train the HDR panorama model 108. The training involves adjusting
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the parameters of the HDR panorama model 108, including the parameters of the image encoder 214, the
mapping module 216, the lighting encoder 218, and the aggregator 220, to minimize an overall loss
function.

[0054] Computing System Example for Implementing HDR Panorama Extrapolation from FOV

Images

[0055] Any suitable computing system or group of computing systems can be used for performing the
operations described herein. For example, FIG. 8 depicts an example of a computing system 800 that can
implement the computing environment of FIG. 1. In some embodiments, the computing system 800
includes a processing device 802 that executes the image manipulation application 102, a memory that
stores various data computed or used by the image manipulation application 102, an input device 104 (e.g.,
amouse, a stylus, a touchpad, a touchscreen, etc.), and a display device 132 that displays graphical content
generated by the image manipulation application 102. For illustrative purposes, FIG. 8 depicts a single
computing system on which the image manipulation application 102 is executed, FOV images and objects
are stored, and the input device 104 and display device 132 are present. But these applications, datasets,
and devices can be stored or included across different computing systems having devices similar to the
devices depicted in FIG. 8.

[0056] The depicted example of a computing system 800 includes a processing device 802
communicatively coupled to one or more memory devices 804. The processing device 802 executes
computer-executable program code stored in a memory device 804, accesses information stored in the
memory device 804, or both. Examples of the processing device 802 include a microprocessor, an
application-specific integrated circuit (“ASIC”), a field-programmable gate array (“FPGA™), or any other
suitable processing device. The processing device 802 can include any number of processing devices,
including a single processing device.

[0057] The memory device 804 includes any suitable non-transitory computer-readable medium for
storing data, program code, or both. A computer-readable medium can include any electronic, optical,
magnetic, or other storage device capable of providing a processor with computer-readable instructions or
other program code. Non-limiting examples of a computer-readable medium include a magnetic disk, a
memory chip, a ROM, a RAM, an ASIC, optical storage, magnetic tape or other magnetic storage, or any
other medium from which a processing device can read instructions. The instructions may include
processor-specific instructions gencrated by a compiler or an interpreter from code written in any suitable
computer-programming language, including, for example, C, C++, C#, Visual Basic, Java, Python, Perl,
JavaScript, and ActionScript. Additionally, or alternatively, a computer-readable medium can include
transient media such as carrier waves and transmission media.

[0058] The computing system 800 may also include a number of external or internal devices, such as
an input device 104, a display device 132, or other input or output devices. For example, the computing
system 800 is shown with one or more input/output (“I/0”) interfaces 808. An I/O interface 808 can receive
input from input devices or provide output to output devices. One or more buses 806 are also included in
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the computing system 800. The buses 806 communicatively couples one or more components of a
respective one of the computing system 800.

[0059] The computing system 800 executes program code that configures the processing device 802
to perform one or more of the operations described herein. The program code includes, for example, the
image manipulation application 102 or other suitable applications that perform one or more operations
described herein. The program code may be resident in the memory device 804 or any suitable computer-
readable medium and may be executed by the processing device 802 or any other suitable processor. In
some embodiments, all modules in the image manipulation application 102 (¢.g., the HDR panorama
generation engine 114, the image rendering engine 116, etc.) are stored in the memory device 804, as
depicted in FIG. 8. In additional or alternative embodiments, one or more of these modules from the image
manipulation application 102 are stored in different memory devices of different computing systems.
[0060] In some embodiments, the computing system 800 also includes a network interface device 810.
The network interface device 810 includes any device or group of devices suitable for establishing a wired
or wireless data connection to one or more data networks. Non-limiting examples of the network interface
device 810 include an Ethemet network adapter, a modem, and/or the like. The computing system 800 is
able to communicate with one or more other computing devices (e.g., a computing device that receives
inputs for image manipulation application 102 or displays outputs of the image manipulation
application 102) via a data network using the network interface device 810.

[0061] An input device 104 can include any device or group of devices suitable for receiving visual,
auditory, or other suitable input that controls or affects the operations of the processing device 802. Non-
limiting examples of the input device 104 include a touchscreen, stylus, a mouse, a keyboard, a microphone,
a separate mobile computing device, etc. A display device 132 can include any device or group of devices
suitable for providing visual, auditory, or other suitable sensory output. Non-limiting examples of the
display device 132 include a touchscreen, a monitor, a separate mobile computing device, etc.

[0062] Although FIG. 8 depicts the input device 104 and the display device 132 as being local to the
computing device that executes the image manipulation application 102, other implementations are
possible. For instance, in some embodiments, one or more of the input device 104 and the display device
132 can include a remote client-computing device that communicates with the computing system 800 via
the network interface device 810 using one or more data networks described herein.

[0063] Thus, from one perspective, there have now been described a computing system which accesses
a field of view (FOV) image that has a field of view less than 360 degrees and has low dynamic range
(LDR) values. The computing system estimates lighting parameters from a scene depicted in the FOV
image and generates a lighting image based on the lighting parameters. The computing system further
generates lighting features generated the lighting image and image features generated from the FOV image.
These features are aggregated into aggregated features and a machine leaming model is applied to the image
features and the aggregated features to generate a panorama image having high dynamic range (HDR)
values.
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[0064] General Considerations

[0065] Numerous specific details are set forth herein to provide a thorough understanding of the
claimed subject matter. However, those skilled in the art will understand that the claimed subject matter
may be practiced without these specific details. In other instances, methods, apparatuses, or systems that
would be known by one of ordinary skill have not been described in detail so as not to obscure claimed
subject matter.

[0066] Unless specifically stated otherwise, it is appreciated that throughout this specification

EE I3 EE I3

discussions utilizing terms such as “processing,” “computing,” “calculating,” “determining,” and
“identifying” or the like refer to actions or processes of a computing device, such as one or more computers
or a similar electronic computing device or devices, that manipulate or transform data represented as
physical electronic or magnetic quantities within memories, registers, or other information storage devices,
transmission devices, or display devices of the computing platform.

[0067] The system or systems discussed herein are not limited to any particular hardware architecture
or configuration. A computing device can include any suitable arrangement of components that provide a
result conditioned on one or more inputs. Suitable computing devices include multi-purpose
microprocessor-based computer systems accessing stored software that programs or configures the
computing system from a general purpose computing apparatus to a specialized computing apparatus
implementing one or more embodiments of the present subject matter. Any suitable programming,
scripting, or other type of language or combinations of languages may be used to implement the teachings
contained herein in software to be used in programming or configuring a computing device.

[0068] Embodiments of the methods disclosed herein may be performed in the operation of such
computing devices. The order of the blocks presented in the examples above can be varied—for example,
blocks can be re-ordered, combined, and/or broken into sub-blocks. Certain blocks or processes can be
performed in parallel.

[0069] The use of “adapted to” or “configured to” herein is meant as open and inclusive language that
does not foreclose devices adapted to or configured to perform additional tasks or steps. Additionally, the
use of “based on” is meant to be open and inclusive, in that a process, step, calculation, or other action
“based on” one or more recited conditions or values may, in practice, be based on additional conditions or
values beyond those recited. Headings, lists, and numbering included herein are for case of explanation
only and are not meant to be limiting.

[0070] While the present subject matter has been described in detail with respect to specific
embodiments thereof, it will be appreciated that those skilled in the art, upon attaining an understanding of
the foregoing, may readily produce alterations to, variations of, and equivalents to such embodiments.
Accordingly, it should be understood that the present disclosure has been presented for purposes of example
rather than limitation, and does not preclude the inclusion of such modifications, varations, and/or

additions to the present subject matter as would be readily apparent to one of ordinary skill in the art.
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Claims

1. A computer-implemented method in which one or more processing devices perform operations
comprising:

accessing a field of view (FOV) image that has a field of view less than 360 degrees and has low
dynamic range (LDR) values;

generating a lighting image based on lighting parameters estimated from a scene depicted in the
FOV image;

aggregating lighting features generated form the lighting image and image features generated from
the FOV image to generate aggregated features; and

applying a machine learning model to the image features and the aggregated features to generate a

panorama image having high dynamic range (HDR) values.

2. The computer-implemented method of claim 1, further comprising updating the lighting parameters

based on a user input, wherein the lighting image is generated based on updated lighting parameters.

3. The computer-implemented method of claim 1 or claim 2, further comprising: generating, using a
mapping module, a set of features from a random noise signal, wherein generating the aggregated features

comprises aggregating the lighting features, the image features, and the set of features.

4. The computer-implemented method of any preceding claim, wherein applying a machine learning
model to the image features and the aggregated features to generate a panorama image having high dynamic
range (HDR) values comprises:

applying a machine learning model to the image features and the aggregated features to generate a
panorama image having low dynamic range (LDR) values; and

combining the lighting image with the panorama image having the LDR values to generate the high

dynamic range (HDR) values.

5. The computer-implemented method of any preceding claim, wherein the lighting image is a

spherical Gaussian image.

6. The computer-implemented method of any preceding claim, wherein the panorama image

represents a field of view of 360 degrees.

7. The computer-implemented method of any preceding claim, wherein the machine leaming model

is a generative adversarial network (GAN) model.
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8. A system, comprising:
a memory component;
a processing device coupled to the memory component, the processing device to perform operations
comprising:
generating a lighting image based on lighting parameters for a scene depicted in a field of
view (FOV) image, the FOV image having a field of view less than 360 degrees and low dynamic
range (LDR) values;
generating, using a mapping module, a sct of features from a random noise signal;
aggregating the set of features, lighting features generated form the lighting image, and
image features generated from the FOV image to generate aggregated features; and
generating a panorama image having high dynamic range (HDR) values based, at least in

part, upon the image features and the aggregated features.

9. The system of claim 8, wherein the lighting parameters are specified by a user input or estimated

from the scene and updated based on a user input.

10. The system of claim 8 or claim 9, wherein generate a panorama image having high dynamic range
(HDR) values based, at least in part, upon the image features and the aggregated features comprises:
applying a machine learning model to the image features and the aggregated features to generate a
panorama image having low dynamic range (LDR) values; and
combining the lighting image with the panorama image having the LDR values to generate the high

dynamic range (HDR) values.

11. The system of claim 10, wherein the machine learmning model is a generative adversarial network
(GAN) model.

12. The system of any of claims 8 to 11, wherein the lighting image is a spherical Gaussian image.

13. The system of any of claims 8 to 12, wherein the panorama image represents a field of view of 360
degrees.

14. A computer-readable medium, encoding executable instructions, which when executed by a

processing device, cause the processing device to perform operations comprising:

accessing a field of view (FOV) image that has a field of view less than 360 degrees and has low
dynamic range (LDR) values;

generating a lighting image based on lighting parameters estimated from a scene depicted in the

FOV image;
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a step for generating aggregated features based on the lighting image; and
a step for generating a panorama image having high dynamic range (HDR) values based on image

features generated from the FOV image and the aggregated features.

15. The computer-readable medium of claim 14, wherein the operations further comprise: updating the
lighting parameters based on a user input, wherein the lighting image is generated based on updated lighting

parameters.

16. The computer-readable medium of claim 14 or claim 15, wherein the operations further comprise:
generating, using a mapping module, a set of features from a random noise signal, wherein the step for
generating the aggregated features comprises aggregating the lighting features, the image features, and the

set of features.

17. The computer-readable medium of any of claims 14 to 16, wherein the step for generating a
panorama image having high dynamic range (HDR) values based on the image features and the aggregated
features comprises:

applying a machine learning model to the image features and the aggregated features to generate a
panorama image having low dynamic range (LDR) values; and

combining the lighting image with the panorama image having the LDR values to generate the high
dynamic range (HDR) values.

18. The computer-readable medium of claim 17, wherein the machine learning model is a generative

adversarial network (GAN) model.

19. The computer-readable medium of any of claims 14 to 18, wherein the lighting image is a spherical

Gaussian image.

20. The computer-readable medium of any of claims 14 to 19, wherein the panorama image represents

a field of view of 360 degrees.
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